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Al Classification
Benchmark Methodology

Companion to the Al Classification Benchmark Report

Fookes Software - September 2026

About this document

This document is the methodological companion to the Al Classification Benchmark Report,
which presents the results of the Aid4Mail™ Al email-classification benchmark suite. It
describes the shared test harness and environment, the models evaluated, and the design,
procedure, scoring, and interpretation of each of the suite’s two tests. Its purpose is to
provide the detail needed to interpret the report’s results, compare models fairly, state the
significance and limits of each test, and reproduce or extend the work.

The suite comprises two tests, designated Test-1 and Test-2. This document covers the
Test-1 classification runs of 10 April to 16 September 2026, with 21 scored models, and the
Test-2 corpus construction and classification runs of 12 to 15 September 2026, with 23
scored models. Fifteen of these models, all with results in both tests, form the retained set
on which the benchmark report is based (section 2.5.3).

Where Test-1 results are set against published figures for keyword search and technology-
assisted review (TAR), the reference ranges are taken from Fookes Software’s research
paper Quantitative Performance Benchmarks for Keyword Search and Technology-Assisted
Review in eDiscovery and Digital Forensics, cited in this document as “the reference review.”
The figures quoted are those of its September 2026 revision.

Section 1 introduces the suite. Section 2 records everything the two tests share. Sections 3
and 4 document Test-1 and Test-2 with the same subsection structure: purpose, corpus,
prompt, execution, scoring, result data, interpretation, and limitations. Section 5 explains
how to read results across the two tests. Appendix A defines the fields of the result data, and
Appendix B provides offline deployment reference material.

1. The benchmark suite

1.1 Shared purpose

Both tests measure how accurately Al models classify individual emails when driven by
Aid4Mail’s Al Classification feature: one email per request, a single fixed English prompt, no
training examples, no thread context, and a reply constrained to a fixed set of category
labels plus INCONCLUSIVE. The suite exists to give forensic and eDiscovery practitioners
defensible accuracy, throughput, and cost figures on which to base a choice of model and
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deployment path (cloud or offline), and to position Al classification against the established
alternatives, keyword search and TAR.

The two tests answer different questions:

* Test-1 asks whether a model finds responsive email in a realistic, low-prevalence
investigation corpus. It is a binary classification task scored with the precision, recall,
and F1 definitions used in the Text REtrieval Conference (TREC) Legal Track and
the TAR literature, so that its results can be set against the published keyword-
search and TAR reference ranges.

* Test-2 asks whether a model recognizes obliquely described misconduct, assigns it
to the correct one of five conduct categories (or clears it as Clean), and does so
equally well in eight languages. It is a multi-category task scored on exact-match
accuracy. It has no published external comparator; its value lies in relative
comparison between models and between languages.

1.2 The two tests at a glance
Table 1. The two tests at a glance

Dimension Test-1 Test-2

Task Binary responsiveness: Six-way categorization: Financial,
Responsive or Unresponsive, with  Corruption, Discrimination, Collusion,
INCONCLUSIVE abstention Obstruction, or Clean, with

INCONCLUSIVE abstention

Question answered Was responsive email found? Was each email labeled correctly, and
does that hold across languages?

Corpus 2,000 emails: 1,880 real (John 1,600 emails: 200 synthetic emails, each
Podesta collection) plus 120 in eight languages
synthetic positives

Ground truth Assigned by source, carried in the = Assigned by construction, carried in the
result ID prefix result ID prefix
Responsive 6% (realistic) 75% (not realistic; measures
prevalence discrimination between classes)
Languages English, plus 10 French and 10 English, French, German, ltalian,
Spanish positives that are not Spanish, Portuguese, Korean, and
separately scored Japanese; paired on identical content
Outcomes TP, TN, FP, FN, Inconclusive, Correct, Misclassified, Missed,
Errors Inconclusive, Errors
Headline metrics Precision, Recall, F1, Decision Accuracy, Decision Rate

Rate, Automation Yield

Treatment of Excluded from Precision, Recall, Counted as a failure in Accuracy;
INCONCLUSIVE and F1; tracked through Decision  tracked through Decision Rate
Rate and Automation Yield
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Dimension Test-1 Test-2
External Published keyword-search and None for the multi-category task; no
comparison TAR reference ranges (section keyword baseline (section 4.6.4)
3.8); no baseline run on the
corpus
Models with scored = 21 23
results

1.3 Conventions and supporting material

* Test designations are written Test-1 and Test-2 throughout this document, the
benchmark report, and the result data.

* Model names are Aid4Mail’'s model designations, which are also the model names in
the result data. A suffix identifies the serving path where it matters: (Ollama) for
offline models served locally by Ollama, (Agent Platform) for Gemini models reached
through the Gemini Enterprise Agent Platform, and (Amazon Bedrock) for the one
model served through Amazon Bedrock. Models without a suffix were reached
through the provider's own API (application programming interface).

* Result data. The benchmark’s results are organized in the following records,
referred to by these descriptions throughout this document:

o the per-email classification record of each test: Aid4Mail’s output of one row
per model and email, holding the model’s reply and the email’s result ID;

o the run measurements of each test: one row per Aid4Mail session with
duration, throughput, token counts, and cost (section 2.4);

o the score tables of each test, produced by the scoring scripts from the two
records above (sections 3.7 and 4.8);

o the formatted result tables prepared for the benchmark report, restricted to
the retained models; and

o the model reference table, which records each model designation’s
reasoning-effort setting, deployment type, and per-million-token prices.

* Percentages. Metrics are stored as decimals between 0 and 1 in the result data and
presented as percentages in this document and in the report.

2. Shared methodology

2.1 Test harness and environment
All runs of both tests used Aid4Mail as the test harness on a single workstation:

» Operating system: Windows 11 Pro

* Processor: AMD Ryzen 9 9950X3D (16 cores)

* GPU: NVIDIA GeForce RTX 5090 (32 GB GDDR?7)
« RAM: 192 GB DDR5 (4 x 48 GB)
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» Storage: 4 TB SSD

* Cost: CHF 4,967 in Switzerland, equivalent to just over USD 6,100 at the time of
purchase (November 2025)

Each model ran as a separate Aid4Mail session driven by its own configuration file, and
sessions were launched sequentially by script. Test-2 sessions ran between 12 and 15
September 2026 on Aid4Mail 6.5 Pre-release. Test-1 sessions ran between 10 April and 16
September 2026 with the same run parameters as Test-2, on Aid4Mail 6.2 until 14 May
2026, Aid4Mail 6.3 until the end of July 2026, and Aid4Mail 6.5 Pre-release from August
2026; most of the retained models were run in August and September 2026 (section 3.4).
Every mention of Aid4Mail 6.5 in this document refers to the pre-release build.

Commercial models were accessed through their respective cloud APls. The Gemini models
were reached through the Gemini Enterprise Agent Platform, and Claude Haiku 4.5 (Test-1
only) through Amazon Bedrock; all other cloud models were reached through the provider’'s
own API. Offline models were served locally by Ollama on the same machine at Q4 _K M
quantization with a 32,768-token context length in both tests. Prior Aid4Mail testing
established that Q4_K_M provides the best balance of speed and accuracy for email
classification; higher-precision variants (Q8_0, FP16) reduce throughput without measurable
accuracy gain on this type of workload. Section 2.6 gives the hardware reference for the
offline models.

2.2 Classification procedure common to both tests

» Unit of classification. The source is an EML corpus. Each email is classified in its
own request and read in isolation: no thread context, no examples, no training, and
no feedback loop. Each model processes the corpus once, in a single pass.

*  Prompt. One English prompt per test, identical for every model and, in Test-2, for
every language of the email under test. Both prompts open with the same frame,
“You are a digital forensics investigator. Classify the email into exactly one
category.”, followed by one clause per category and a clause permitting the reply
INCONCLUSIVE when the content is ambiguous or insufficient for accurate
classification. Aid4Mail is configured with the permitted reply values for the test
(sections 3.3 and 4.4). The prompt is never localized: keeping it constant isolates the
language variable to the email content.

+ Attachments. Attachment text is excluded from the classification pass in both tests.
In Test-1 it would not have contributed to the Responsive/Unresponsive decision on
that corpus; in Test-2 the corpus has no attachments.

+ Temperature. Both tests used Aid4Mail’s temperature setting of O for every model
that supports the parameter.

* Reasoning effort. Where a model exposes a reasoning-effort setting, the value
passed is recorded in the Effort field of the result data and in the model reference
table. default means the model ran with its provider defaults, none or non-reasoning
means reasoning was disabled or the variant has none, and low or minimal are the
provider's named levels.

Page 7 of 37 + www.aid4mail.com




Aid4Mail Methodology | © 2026 Fookes Holding Ltd

Email identifier. Aid4Mail identifies each email by a 32-character hexadecimal hash
of its Message-ID. The ground truth is carried in the result ID, never in the model’s
reply: Test-1 IDs have the form {ground-truth prefix}_{hash} and Test-2 IDs the
form {actual category} {hash} {language}. Because the hash is computed from
the Message-ID, which Test-2 preserves unchanged through translation, it is identical
across the eight language versions of a Test-2 email and serves as the join key for
cross-language comparison.

Replies. Aid4Mail records exactly one of the permitted labels, INCONCLUSIVE, or
NO_RESULT when the model returned no usable reply.

2.3 Shared scoring conventions

The two scoring schemes differ in their outcomes and metrics (sections 3.5 and 4.7) but
share the following conventions, all implemented in the scoring scripts:

The actual category comes from the result ID, never from the model’s reply.

Outcomes are mutually exclusive and exhaustive, so the counters sum to Total, the
number of emails scored in the scope.

Inconclusive counts replies of INCONCLUSIVE and Errors counts replies of
NO_RESULT, with identical definitions in both tests. Errors are counted from the per-
email replies rather than from the session’s error counter.

Decision Rate is the share of emails on which the model committed to a category:
(Total — Inconclusive — Errors) / Total. In Test-1 this expands to (TP + TN + FP + FN)
/ Total and in Test-2 to (Correct + Misclassified + Missed) / Total.

Metrics are stored as decimals from 0 to 1 with up to six decimal places, are left
empty when their denominator is zero, and are presented as percentages in the
report and in the formatted result tables.

Reply values are matched exactly and case-sensitively; any reply other than the
permitted labels, INCONCLUSIVE, and NO_RESULT is rejected as invalid input
rather than counted as an error. Every ID must have the expected structure, and no
model and ID combination may repeat.

Each model’s per-email classifications are joined to exactly one row of run
measurements by its complete model name, with no substring or fuzzy matching, and
the number of classifications must equal the completed-item count plus the error
count recorded for the session. Sessions with run measurements but no per-email
classifications are skipped and listed.

Models not scored on the same set of email IDs are reported with a warning, since
their results are not directly comparable.

The scripts validate the complete input before writing anything and write nothing if
validation fails, so a failed run never leaves a partial score table.

2.4 Run measurements

The run measurements of each test are produced from Aid4Mail’s processing-session
summaries, with reasoning effort, deployment type, and prices looked up in the model
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reference table. The scoring scripts copy these fields verbatim into the score tables, so
throughput and cost figures can be read alongside the accuracy figures.

Table 2. Run measurements recorded for every session

Measure Meaning

Model, Effort, Model designation, reasoning-effort setting, and deployment type (Cloud or
Deployment Offline).

Total Iltems completed in the session, as reported by Aid4Mail.

Errors Aid4Mail’s error count for the session. Not relied on for scoring: the Errors

counter of the score tables is derived from NO_RESULT replies instead.

Warnings Classification errors logged by Aid4Mail during the session, when recorded.
Not used in scoring. Warnings can exceed the Errors counter of the score
tables, since an email whose classification raised a warning may still have
ended with a valid reply, whereas Errors counts only emails that ended as
NO_RESULT.

Input, Output Total input and output tokens for the session. Output counts for models that
reason before replying are far larger than one-word replies would produce,
which indicates that reasoning tokens are included in the session total.

Duration Wall-clock session time, for example @h 40m 8s.
Bytes/s Processing rate of the source email data, in bytes per second.
Emails/s Emails processed per second over the whole session.

Emails/Weekend Weekend throughput: the number of emails classifiable during a 62-hour
unattended run from Friday 18:00 to Monday 08:00, computed as Emails/s x
223,200 seconds.

Cost Session cost in US dollars: Input x input price + Output x output price, using
the per-million-token prices in the model reference table. Offline models cost
0.

Throughput and cost measurements are specific to the run conditions. Actual performance
varies with hardware specifications, Al platform region, payload size and nature, and prompt
complexity. Cloud figures reflect provider-side latency and rate limits at the time of the run,
and offline figures reflect the reference workstation. Cloud prices in the model reference
table are the provider list prices current when they were recorded for the benchmark
program; the recording date was not logged, and provider prices change, so Cost figures
describe the run rather than current pricing.

2.5 Models

2.5.1 Models evaluated across the program

Over the course of the program, 50 Test-1 runs were made, counting reasoning (“thinking”)
variants of the same model separately, covering the 47 distinct models listed in Table 3.
Many belong to earlier or superseded runs and have no rows in the current result data;
section 2.5.2 lists the models that do. Provider model identifiers and Ollama model IDs were
recorded for the retained models only (section 2.5.4).
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Table 3. Models evaluated across the program

Cloud models (25) Offline models (22)

Claude Haiku 4.5 Gemma 3 27B (Ollama)
Claude Opus 4.5 Gemma 4 12B (Ollama)
Claude Opus 4.6 Gemma 4 26B (Ollama)
Claude Opus 4.7 Gemma 4 31B (Ollama)
Claude Sonnet 4.6 Gemma 4 E4B (Ollama)
Claude Sonnet 5 GPT-OSS 20B (Ollama)
Gemini 2.5 Flash GPT-OSS 120B (Ollama)
Gemini 3 Flash Granite 4.1 30B (Ollama)
Gemini 3.1 Flash-Lite Llama 3.3 70B (Ollama)
Gemini 3.5 Flash Magistral 24B (Ollama)
Gemini 3.5 Flash-Lite Ministral 3 14B (Ollama)
Gemini 3.7 Flash Mistral Small 3.2 24B (Ollama)
Gemini 3.8 Flash Muse-Glimmer 30B (Ollama)
Grok 4.1 Fast Nemotron 3 33B (Ollama)
Grok 4.1 Fast+Reasoning Nemotron 3.5 30B (Ollama)
Grok 4.2 Non-Reasoning Qwen 2.5 14B (Ollama)
Grok 4.3 Qwen 2.5 32B (Ollama)
Grok 4.6 Qwen 3.5 9B (Ollama)
Mistral Large 3 Qwen 3.5 27B (Ollama)
Mistral Small 4 Qwen 3.6 27B Dense (Ollama)
OpenAl GPT-5.2 Qwen 3.6 35B MoE (Ollama)
OpenAl GPT-5.4 Qwen 3.8 27B (Ollama)

OpenAl GPT-5.5
OpenAl GPT-5.6 Luna

OpenAl GPT-5.6 Terra

2.5.2 Models with scored results

Twenty-four models have per-email classifications and scores in the current result data; 20
of them were scored in both tests. Deployment and Effort are as recorded in the result data.
The Retained column marks the fifteen models on which the benchmark report is based
(section 2.5.3).

Page 10 of 37 - www.aid4mail.com




Aid4Mail Methodology | © 2026 Fookes Holding Ltd

Table 4. Models with scored results in the current result data

Deployment | Effort Scored in Scored in Retained
Test-1 Test-2
Claude Sonnet 5 Cloud low Yes Yes Yes
Claude Haiku 4.5 Cloud default Yes No No

(Amazon Bedrock)

Gemini 3.1 Flash-Lite Cloud minimal Yes Yes Yes
(Agent Platform)

Gemini 3.5 Flash-Lite Cloud minimal Yes Yes Yes
(Agent Platform)

Gemini 3.7 Flash (Agent Cloud low Yes Yes Yes
Platform)

Gemini 3.8 Flash (Agent Cloud low Yes Yes Yes
Platform)

Gemma 3 27B (Ollama) Offline default No Yes No
Gemma 4 26B (Ollama) Offline default Yes Yes Yes
Gemma 4 31B (Ollama) Offline default Yes Yes Yes
Granite 4.1 30B (Ollama)  Offline default No Yes No
Grok 4.2 Non-Reasoning  Cloud non- No Yes No

reasoning

Grok 4.6 Cloud low Yes Yes Yes
Llama 3.3 70B (Ollama) Offline default Yes Yes Yes
Magistral 24B (Ollama) Offline default Yes Yes Yes
Ministral 3 14B (Ollama) Offline default Yes Yes Yes
Mistral Small 3.2 24B Offline default Yes Yes Yes
(Ollama)

Mistral Small 4 Cloud none Yes Yes No
Nemotron 3 33B (Ollama)  Offline default Yes Yes No
Nemotron 3.5 30B Offline default Yes Yes No
(Ollama)

OpenAl GPT-5.6 Luna Cloud low Yes Yes Yes
OpenAl GPT-5.6 Terra Cloud low Yes Yes Yes
Qwen 3.6 27B Dense Offline default Yes Yes No
(Ollama)

Qwen 3.6 35B MoE Offline default Yes Yes No
(Ollama)

Qwen 3.8 27B (Ollama) Offline default Yes Yes Yes
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Six further Test-1 sessions produced run measurements but no per-email classifications and
are therefore unscored: Gemini 3.1 Flash-Lite reached through the direct API rather than the
Agent Platform, Gemma 3 27B (Ollama), Granite 4.1 30B (Ollama), Grok 4.2 Non-
Reasoning, Grok 4.3, and Mistral Large 3.

2.5.3 Retained set for the benchmark report

Models were excluded from the final results set for one of four reasons: underperformance
on accuracy, excessive runtime without a compensating accuracy gain, high cost without a
clear advantage over cheaper alternatives, or being superseded by a newer or stronger
sibling. The retained set used in the benchmark report is the fifteen models marked as
retained in Table 4:

Commercial (cloud): Claude Sonnet 5; Gemini 3.1 Flash-Lite (Agent Platform); Gemini 3.5
Flash-Lite (Agent Platform); Gemini 3.7 Flash (Agent Platform); Gemini 3.8 Flash (Agent
Platform); Grok 4.6; OpenAl GPT-5.6 Luna; OpenAl GPT-5.6 Terra.

Offline (Ollama): Gemma 4 26B; Gemma 4 31B; Llama 3.3 70B; Magistral 24B; Ministral 3
14B; Mistral Small 3.2 24B; Qwen 3.8 27B.

All fifteen have scored results in both tests, and the same retained set applies to both tests
and to both formatted result tables (sections 3.7 and 4.8).

2.5.4 Model identifiers

Tables 5 and 6 tie each retained model designation to what was actually called. For cloud
models they are the model identifiers passed to the provider APls, the Gemini models
through the Gemini Enterprise Agent Platform. None is a dated snapshot: a provider can
serve updated weights under such a name, so for cloud models the run dates (section 2.1)
remain the version proxy. Identifiers were not recorded for models outside the retained set.

Table 5. Provider identifiers of the retained cloud models

Model designation Provider model identifier
Claude Sonnet 5 claude-sonnet-5

Gemini 3.1 Flash-Lite (Agent Platform) gemini-3.1-flash-1lite
Gemini 3.5 Flash-Lite (Agent Platform) gemini-3.5-flash-1lite
Gemini 3.7 Flash (Agent Platform) gemini-3.7-flash
Gemini 3.8 Flash (Agent Platform) gemini-3.8-flash

Grok 4.6 grok-4.6

OpenAl GPT-5.6 Luna gpt-5.6-1luna

OpenAl GPT-5.6 Terra gpt-5.6-terra

For offline models the identifiers are the Ollama model tag and model ID (the short form of
the model’s manifest digest), with the size as reported by Ollama on the reference
workstation on 16 September 2026. The tags carry no quantization suffix; all were served at
Q4_K_M (section 2.1).
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Table 6. Ollama identifiers of the retained offline models

Model designation Ollama tag Model ID ‘ Size

Gemma 4 26B (Ollama) gemmad: 26b 557107613d70 17 GB
Gemma 4 31B (Ollama) gemma4:31b 631610629137 19 GB
Llama 3.3 70B (Ollama) 1lama3.3:1latest a6eb4748fd29 42 GB
Magistral 24B (Ollama) magistral:24b 27bcbbf6d324 14 GB
Ministral 3 14B (Ollama) ministral-3:14b 4760c35aeb9d 9.1 GB
Mistral Small 3.2 24B (Ollama) mistral-small3.2:24b 5a408ab55df5 15 GB
Qwen 3.8 27B (Ollama) gwen3.8:27b 22130167c4c2 17 GB

2.6 Offline model hardware reference

Table 7 shows the minimum VRAM (graphics-card memory) required to run each retained
offline model at optimal throughput, and the context length usable at that minimum. The
benchmark runs themselves used a 32K context on the 32 GB reference GPU. The
hardware-tier notes that accompany offline models in the report’s result tables (“Runs on
entry-level GPUs (16 GB VRAM)”, “Runs on mid-level GPUs (24 GB VRAM)”, and “Requires
high-end GPU for better speed”) derive from this table.

Table 7. Minimum VRAM for the retained offline models

Model Context at minimum VRAM Minimum VRAM
Gemma 4 26B 32K 24 GB
Gemma 4 31B 32K 32GB
Llama 3.3 70B 64K 80 GB
Magistral 24B 32K 24 GB
Ministral 3 14B 32K 16 GB
Mistral Small 3.2 24B 32K 24 GB
Qwen 3.8 27B 32K 24 GB

All offline models should be deployed with Q4 K M or MXFP4 quantization. Higher-
precision variants (Q8_0, FP16) significantly reduce processing speed without meaningful
improvements in classification accuracy for email tasks. Guidance on choosing a context
length for other VRAM tiers, which is deployment advice rather than test configuration, is
given in Appendix B.
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3. Test-1: Binary responsiveness classification in a
realistic investigation scenario

3.1 Purpose

Test-1 produces realistic accuracy results for a binary responsiveness decision that can be
compared against published keyword-search and TAR benchmarks, and records the
throughput and cost at which each model delivers them.

3.2 Corpus

Test-1 used a 2,000-email corpus composed of:

» 1,880 real-world emails from the John Podesta collection, treated as Unresponsive
ground truth (result ID prefix Podesta_).

* 120 synthetic insider-threat and data-exfiltration emails, treated as Responsive
ground truth (result ID prefix Insider-Threat_): 100 English, 10 French, and 10
Spanish.

Responsive prevalence was therefore 6%. This is a realistic order of magnitude for an
investigation corpus and is close to, though slightly above, the prevalence of the collections
behind the TAR 2.0 reference ranges (0.25%-3.92% in the CAL evidence base; about 6%—
7% in the one same-collection LLM-versus-CAL study), which matters for precision
comparisons (section 3.8).

The Podesta background set was built by removing duplicates, notifications, and bulk mail,
then selecting mid-sized emails between 1 KB and 68 KB from the resulting collection. This
size filter kept total benchmark runtime manageable across the models evaluated on this
corpus (50 runs over the program, counting reasoning variants; 21 models in the current
results set). The background emails are Unresponsive by source assignment. The set was
not reviewed in full, but every background email that any model classified as Responsive
was verified individually, and none was found to contain responsive material; the set is not
known to contain any (section 3.9).

The synthetic responsive emails were generated on 9 April 2026 with Claude Opus 4.6 and
verified with OpenAl GPT-5.4. Neither model is a member of the scored ensemble, although
both have same-provider models in it (Claude Sonnet 5 and Claude Haiku 4.5; OpenAl GPT-
5.6 Luna and Terra). The emails were designed to defeat keyword-based detection, drawing
on documented insider-threat patterns including credential abuse, steganography, USB
exfiltration, vendor coordination, healthcare and financial data theft, and pre-departure
systematic data export. The intent was to model a realistic investigative scenario in which
the responsive set reflects nuanced operational language rather than obvious lexical
signatures.

The result IDs do not encode language, so the 20 French and Spanish positives cannot be
scored separately from the score table; Test-1 is reported as a single-corpus result, and
language parity is measured in Test-2.
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3.3 Classification prompt

You are a digital forensics investigator. Classify the email into exactly one
category. Reply 'Responsive’ if it shows data exfiltration or insider threat
activity, such as unauthorized transfer of files or datasets to external parties,
use of personal storage or messaging to bypass monitoring, sharing proprietary
information with competitors or foreign contacts, credential sharing or
unauthorized access, systematic data collection before departure, threats to delete
or corrupt data, or attempts to circumvent security controls. Reply 'INCONCLUSIVE'
if the content is ambiguous or insufficient for accurate classification. Otherwise,
reply 'Unresponsive’.

Aid4Mail was configured with the reply set Responsive, Unresponsive, and

INCONCLUSIVE.

3.4 Execution

Test-1 followed the shared procedure of section 2.2 with the same run parameters as Test-2:
EML source, one email per request, the prompt above, no attachment text, temperature 0 for
models that support it, offline models on Ollama at Q4_K_M with a 32K context, and each
model as its own Aid4Mail session, launched sequentially by script. Sessions ran between
10 April and 16 September 2026 on Aid4Mail 6.2 (until 14 May), 6.3 (until the end of July),
and 6.5 Pre-release (from August); most of the retained models were run in August and
September 2026 on Aid4Mail 6.5 Pre-release (section 2.1). Twenty-one models have per-
email results, all scored on the same 2,000 email IDs (section 2.5.2). Because the runs span
five months, a cloud model’s result reflects the version the provider served on its run date
(section 3.9).

3.5 Scoring

Test-1 is scored as a binary classification. Each email’s ground truth comes from its result
ID: IDs prefixed Insider-Threat_ are Responsive and IDs prefixed Podesta_ are
Unresponsive. Every reply falls into exactly one of six outcomes, applied in the order of
Table 8.

Table 8. Test-1 outcomes

Outcome Rule

Inconclusive The model replied INCONCLUSIVE.

Errors The model returned no usable reply (recorded as NO_RESULT).
TP (true positive) Responsive email, replied Responsive.

TN (true negative) Unresponsive email, replied Unresponsive.

FP (false positive) Unresponsive email, replied Responsive.

FN (false negative) Responsive email, replied Unresponsive.

Any other reply value is rejected as invalid input rather than counted as an error. The six
counters sum to Total, the number of emails scored for the model.
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Decision Rate (TP + TN + FP + FN) / Total

Precision = TP / (TP + FP)
Recall = TP / (TP + FN)
F1 = 2 x Precision x Recall / (Precision + Recall)

Automation Yield (TP + TN) / Total

Precision, Recall, and F1 are computed only over the emails the model committed to,
following the textbook definitions used in the TREC Legal Track and the TAR literature.
Inconclusive and errored emails are excluded from them and are accounted for through
Decision Rate and Automation Yield (section 3.6). Because Test-1 asks whether responsive
email was found, a responsive email routed to INCONCLUSIVE is not counted as a miss.
The score table does not split the Inconclusive count by ground truth, so a stricter recall that
counts such emails as misses cannot be derived from the score table alone; it can be
derived from the per-email classification record, which retains every reply against its ground-
truth prefix.

Metrics are stored as decimals from 0 to 1 with up to six decimal places and presented as
percentages in the report. Precision is left empty when TP + FP is zero, Recall when TP +
FN is zero, F1 when either is undefined or their sum is zero, and Decision Rate and
Automation Yield when Total is zero.

3.6 Automation Yield

Definition. Automation Yield is the fraction of the total corpus that the model resolved
correctly and confidently, requiring no further human review or secondary classification. It is
calculated as:

Automation Yield = (TP + TN) / Total

where TP and TN are true positives and true negatives, and Total is the full corpus size
including all Inconclusive and Error outcomes.

Purpose. Precision, Recall, and F1 measure the quality of the binary decisions a model
commits to, but they are computed only over those committed decisions. They do not
account for items the model classifies as Inconclusive or Error, even though such items still
require downstream attention, typically manual review or a second-pass classification with a
more capable model. As a result, a model that abstains frequently can achieve high F1
scores while leaving substantial work undone.

Automation Yield closes this gap by measuring the proportion of the corpus that the
automated stage fully resolved. It answers the operationally critical question: “How much of
the workload did the model actually take off the reviewer’s plate?”

How it complements Precision, Recall, and F1. Each metric in the reporting set answers a
distinct question:

* Precision, Recall, and F1 measure decision quality on items the model committed
to. They tell you how trustworthy the model’s confident answers are.

+ Automation Yield measures decision coverage across the entire corpus. It tells you
how much of the corpus the model fully handled without deferring to downstream
review.
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» Decision Rate is the share of the corpus the model committed to a decision on, (TP
+ TN + FP + FN) / Total, whether or not the decision was right. The separate
Inconclusive and Errors counters show whether the remainder was deferred
(Inconclusive) or failed outright (Error).

Used together, these metrics distinguish three meaningfully different model profiles that F1
alone cannot separate: a model that decides everything correctly (high F1, high Yield), a
model that decides selectively but accurately (high F1, lower Yield), and a model that
decides broadly but with errors (lower F1, high Yield but with more false positives in the
responsive folder).

Workflow assumption. This metric assumes that Inconclusive and Error outcomes trigger
manual review or a second-pass classification, and therefore do not result in permanent
false negatives. Under workflows where Inconclusive items are not reviewed, recall and
related metrics would need to be recalculated counting Inconclusive Responsive items as
false negatives.

Interpretation. Automation Yield is bounded between 0 and 1 (or 0% and 100%). A score of
1.0 indicates that the model produced a correct, committed binary decision for every item in
the corpus. Lower scores indicate proportionally more items requiring downstream attention,
whether through misclassification (FP, FN), abstention (Inconclusive), or processing failure
(Error).

3.7 Result data and validation

The Test-1 scoring script reads the per-email classification record (model, reply, and ID) and
the run measurements, and produces the Test-1 score table: one row per model with the six
counters, the five metrics, and the run measurements (effort, deployment, duration,
throughput, token counts, and cost), sorted by model name. Field definitions are given in
Appendix A.

The formatted Test-1 result table prepared for the benchmark report is a copy of the score
table restricted to the fifteen retained models, with metrics as percentages, cost in dollars,
and an added Notes column carrying the hardware-tier notes of section 2.6.

Validation specific to Test-1. In addition to the shared conventions of section 2.3, every ID
must carry one of the two prefixes followed by a 32-character hexadecimal identifier, and
every reply must be one of the four permitted values Responsive, Unresponsive,
INCONCLUSIVE, and NO_RESULT.

3.8 Interpretation and comparison with keyword search and TAR

Test-1 is the only test in the suite whose figures can be set against published results for the
established review methods. The reference review collates those results as ranges of
reported results across the cited studies, each scoped to its collection, topic, protocol, review
effort, and gold standard, and states that the scope should travel with any figure quoted. Its
summary ranges are given in Table 9. In the table, TAR 1.0 denotes the simple passive
learning and simple active learning protocols (SPL and SAL), and TAR 2.0 denotes
continuous active learning (CAL).
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Table 9. Published reference ranges for keyword search, TAR, and human linear
review

Method Recall Precision F1 Evidence
quality
Keyword or Boolean search (cross- 20%— 10%—79%  about 14%— Well-established
topic means) 40% (a) 40% (b)
TAR 1.0 (SPL or SAL) 50%— 60%—-80%  about 55%— Low
75% 75% (synthesized)
TAR 2.0 (CAL) 75%— 80%—-96%  about 76%— Well-established
96% 96%
Human linear review, scored against an 49%-— 18%—20%  about 27%— Moderately
unadjudicated production 54% 28% supported
Human linear review, scored against an 77%-— 56%-61%  about 67%— Moderately
adjudicated standard 84% 68% supported

Notes: (a) Query-dependent: about 28%—-29% for broad negotiated queries and 70%—-79%
for narrow ones. (b) The lower bound is the mean of per-topic F1 reported by TREC; see
item 7 below.

For generative-Al review, the reference review finds no defensible range and rates the
evidence as not established. Its one same-collection comparison, a 2026 law-firm study of a
single collection at about 6%—7% richness (Keeling et al., 2026), reports the figures in Table
10.

Table 10. The one same-collection comparison of generative-Al review with CAL

Review method Recall Precision
Large language model (LLM) review workflow 88% 29%
Managed CAL review 64% 39%

Test-1 uses the same metric definitions as these studies, its metrics are computed over the
entire labeled population rather than estimated from a sample, and its prevalence is of the
same order as theirs. The following differences must accompany any comparison so that the
conclusions drawn from it remain defensible:

1. Reference ranges, not a head-to-head. No keyword search, TAR, or human review
was run on the Test-1 corpus, and no keyword baseline is planned: the choice of
keywords is subjective, so a run against any particular list would measure that list
rather than keyword search as a method and could not serve as proof. Test-1 figures
can be placed against the published ranges as reference points; they are not a
same-collection comparison of the kind the reference review identifies as still missing
from the literature.

2. Constructed gold standard. The reference studies score against human relevance
judgments, and the reference review (sections 7.1 and 8.3, on assessor
disagreement) shows that measurement against a single unadjudicated assessor is
compressed toward the assessor-agreement level. Test-1 ground truth is assigned
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by source, so assessor disagreement does not depress its figures. Every background
email that any model classified as Responsive was verified individually and none was
found to contain responsive material, so the false-positive counts do not include
mislabeled ground truth. The residual risks are a responsive background email that
every model cleared, which would be scored as a true negative, and positives written
to a specification rather than drawn from real correspondence.

Synthetic positives. LLM- or author-generated positives tend to be more legible
than real correspondence, so absolute recall should be expected to overstate field
performance. In the current results most models reach recall at or near 1.0, which
means Test-1 separates models mainly on false positives (precision), abstentions,
and errors rather than on recall.

Prevalence and precision. Precision depends on prevalence. The reference review
(section 7.3, on dataset prevalence effects) gives the relationship Precision = (Recall
x p)/ (Recall x p + FPR x (1 — p)), where p is prevalence and FPR is the false-
positive rate, FP / (FP + TN). FPR can be computed from the counters in the Test-1
score table and is independent of prevalence, so Test-1 precision at 6% prevalence
can be projected to the lower prevalence of the CAL collections or of a specific
matter. At lower prevalence the same false-positive rate yields lower precision.

. Workflow. TAR figures describe an iterative, human-in-the-loop review measured at
a stopping point, with review effort as a second outcome. Test-1 is a zero-shot,
single-pass classification of every email with no training and no stopping decision. Its
analogs for effort are Automation Yield (how much of the corpus needs no further
attention), throughput, and cost.

Single topic. Test-1 is one topic (insider threat and data exfiltration). The TREC
keyword and TAR figures are cross-topic means with very wide per-topic variance
(recall from 0% to 100% across topics in TREC 2007), so Test-1 should be compared
with ranges, not with point estimates, and its scope should be stated with the
number.

F1 aggregation. TREC reports the mean of per-topic F1 (0.14—-0.16 for the reference
Boolean runs), which is lower than F1 computed from mean recall and precision
(about 25%). Test-1 has a single topic, so its F1 is directly computed; when it is
compared with TREC keyword F1, the aggregation used should be stated with the
figure.

Keyword resistance by design. The Test-1 positives were designed to defeat
keyword detection. The reference review identifies vocabulary mismatch as the
fundamental keyword failure mode (section 3.3, on conditions affecting keyword
performance), so Test-1 models a corpus on which keyword search is expected to
perform at or below the lower end of its range. Any comparison should say so rather
than imply a measured keyword result on this corpus.

Within Test-1, models are compared on the full metric set of sections 3.5 and 3.6 together
with throughput and cost. Because most models score near the recall ceiling, precision,
Automation Yield, Inconclusive, and Errors carry most of the discriminating information, and
small differences (one email moves recall by 0.83 points and precision by less than one
point) should not be over-interpreted.
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3.9 Known limitations

Synthetic positives. The 120 responsive emails were generated with Claude Opus
4.6 and verified with OpenAl GPT-5.4 (section 3.2). LLM-generated positives are
likely more legible than real insider-threat correspondence, so absolute recall figures
should be read as an upper bound on field performance. Neither model is in the
scored ensemble, but each has same-provider models in it, so a family-level
familiarity effect cannot be excluded.

Ground truth by source. The 1,880 background emails are Unresponsive by
assignment. Those that any model flagged as Responsive were verified and found
non-responsive, so the false positives are genuine; a responsive background email
that every model cleared would be scored as a true negative and go undetected. The
set is not known to contain any such material.

Single topic and single prompt. Results describe one responsiveness question and
one prompt formulation. Other topics or prompt wordings may rank models
differently.

No baseline on this corpus. No keyword-search, TAR, or human-review run was
performed on the Test-1 corpus, and no keyword baseline is planned (section 3.8),
so comparisons with those methods rest on published reference ranges.

Runs spread over five months. Test-1 sessions ran between April and September
2026 on three Aid4Mail versions (6.2, 6.3, and 6.5 Pre-release). The cloud model
identifiers (section 2.5.4) are not dated snapshots, and a provider can change the
weights served under such a name, so a cloud model’s result reflects the version
served on its run date.

Small, unscored multilingual component. The 10 French and 10 Spanish positives
are included in the totals but cannot be scored separately from the score table.

Abstention not split by ground truth. The score table does not show how many
Inconclusive replies fell on responsive emails; the per-email classification record
does.

Zero-shot single pass. The workflow contains no training, iteration, or second-pass
classification, so the figures describe the automated stage alone, not a complete
review workflow.

4. Test-2: Multilingual multi-category classification

4.1 Purpose and scope

Test-2 measures how accurately Al models classify email content into forensic and
eDiscovery conduct categories, and how that accuracy changes across languages. Two
questions are in scope:

1.

Classification accuracy. Can a model correctly assign an email to one of five
conduct categories, or correctly determine that none applies, when the conduct is
described obliquely rather than named?
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2. Language parity. Does that accuracy hold when the same emails are presented in
seven languages other than English?

One question is deliberately out of scope: the quality of Al-generated analysis
(summarization, timeline reconstruction, entity extraction). No objective measurement
framework for analysis is applied in this test, and no claims about analysis performance are
drawn from it.

The corpus is also constructed so that a competently built keyword list would fail on it in both
directions: the positives avoid self-labeling terms and the near-miss Clean emails carry
them. No keyword baseline was run, because the choice of keywords is subjective and a run
against any particular list could not serve as proof (section 4.6.4). The keyword-resistance
argument rests on the corpus design (section 4.3.2) and on the published keyword-search
ranges collated in the reference review (section 3.8).

4.2 Corpus design

4.2.1 Categories

Five conduct categories, defined so that each is identified by a distinct counterparty and a
distinct act. This structure was chosen specifically so that no category requires an exclusion
clause or carve-out in the classification prompt.

Table 11. Test-2 conduct categories

Category ‘ Counterparty Core act

Financial A bank, investor, or deceived  Obtaining or moving money by deception or with
party its origin concealed

Corruption A person with authority over a  Exchanging a benefit for influence over that
decision decision

Discrimination An employee or job candidate = Adverse treatment based on a protected

characteristic
Collusion A competitor Coordinating to restrict competition
Obstruction An investigator, auditor, or Destroying, hiding, altering, or falsifying records
court sought by an inquiry

4.2.2 Composition
Table 12. Test-2 corpus composition per language

Financial positives 30
Corruption positives 30
Discrimination positives 30
Collusion positives 30
Obstruction positives 30
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Segment Emails

Clean, near-miss 30
Clean, ordinary business traffic 20
Total per language 200

Each positive category comprises six scenario subcategories of five emails each, so that
failure patterns can be traced to individual scenarios through the per-email results rather
than only to a category total.

Thirty positives per category was chosen so that a single misclassification moves a category
score by 3.3 percentage points. At ten per category the granularity (10 points per email)
would have been too coarse to rank models that cluster within a few points of each other.

4.2.3 The Clean segment

Fifty non-responsive emails. Thirty are deliberate near-misses, six per category, carrying
the vocabulary and context of a category without the conduct: an anti-money-laundering
training reminder, a hospitality gift registered and declined under policy, a performance
improvement plan documented on non-protected grounds, a trade association meeting on
safety standards, a routine retention-schedule deletion, and similar.

These are the most diagnostically valuable messages in the corpus. They are near-certain
hits for a keyword list and should be near-certain passes for a competent model, so they
carry most of the precision signal and embody the corpus’s keyword-resistance argument.

The remaining twenty are ordinary business traffic containing no category vocabulary.

Prevalence in the corpus is 75% responsive, which does not reflect production conditions.
The corpus measures discrimination between classes, not performance at realistic
prevalence.

4.3 Corpus construction

4.3.1 Source

All 200 emails are synthetic: no real correspondence, no real people, and no real
organizations. The emails were generated by Claude Fable 5.1 operating in an agentic
coding environment, using six parallel generation agents (one per category file) followed by
an automated verification agent.

Synthetic generation was necessary because no public corpus provides labeled positives
across these five categories. The consequence is stated in section 4.10.

4.3.2 Design constraints applied during generation

Keyword resistance. A defined list of self-labeling terms was banned from all positive
emails: bribe, kickback, launder, fraud, collude, cartel, price fixing, discriminate, retaliate,
obstruct, cover-up, destroy evidence, illegal, conspiracy, whistleblower, and their obvious
variants. Domain-normal vocabulary was permitted where a real employee would use it.
Responsiveness therefore has to be inferred from meaning rather than matched on
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vocabulary. This is the vocabulary-mismatch failure mode that the reference review identifies
as the fundamental limit of keyword search, deliberately built into the corpus.

Translation survivability. Because the English set is the source for seven translations,
obliqueness was required to come from structure rather than from English idiom. Permitted
devices: referential vagueness (“the arrangement we discussed”), split information,
understatement in administrative register, euphemism drawn from ordinary business
vocabulary, and implied rather than stated consequences. Prohibited: wordplay, rhyme,
culture-bound metaphor, slang, deliberate misspelling as obfuscation, and loose use of legal
terms of art. Each prohibited device either breaks under machine translation or is clarified by
it.

Single-label discipline. Every email satisfies exactly one category clause when read in
isolation, with no thread context. Specific dual-signal traps were identified and excluded
during generation: corruption emails that also describe concealing the funds, obstruction
emails whose underlying matter is financial fraud, discrimination emails that also describe
destroying the record, and collusion emails that also involve paying a procurement official.

Difficulty calibration. The English set was written at an obfuscation level at which, in earlier
unpublished internal testing on a comparable multi-category corpus, the model ensemble
scored between 93% and 100%. The English set functions as the control condition, and a
control that passes but is fragile is the correct target: obliqueness is the property that
degrades under translation, so an easier corpus would risk producing a flat result across all
eight languages.

4.3.3 Cast and format

A single fictional subject company (FutureQuest Inc, futurequest.com) with a fixed set of
fictional counterparty domains for competitors, a public procurement agency, a bank, an
external auditor, outside counsel, and personal accounts. Surname initial bands were
reserved per generation agent to prevent the same individual appearing in contradictory
roles across categories.

Messages run 20—400 words with varied tone, structure, and writing quality. Approximately
70% are internal.

Each email is a complete mbox-format message with a fixed header template. Message-IDs
are unique across the corpus and are preserved unchanged through translation, serving
as the join key that allows a model’s answer on a given email to be compared across all
eight languages (section 2.2).

Output is UTF-8 without a byte-order mark, with LF line endings, one file per category.

4.4 Classification prompt

A single prompt is used for all models and all languages, in English, regardless of the
language of the email under test.
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You are a digital forensics investigator. Classify the email into exactly one
category. Reply 'Financial' if money is being obtained or moved through deception
or with its origin concealed. Reply 'Corruption' if a person with authority over a
decision is offered or given a benefit to influence that decision. Reply
'Discrimination' if an employee or job candidate is treated adversely because of a
protected characteristic. Reply 'Collusion' if competing companies coordinate on
prices, customers, territories, or bids. Reply 'Obstruction' if records sought by
an investigation, audit, or court are destroyed, hidden, altered, or falsified.
Reply 'Clean' if none of these apply. Reply 'INCONCLUSIVE' if the content is
ambiguous or insufficient for accurate classification.

At 113 words the prompt is within the range that small models handle reliably. Each category
is stated as a single clause naming a counterparty and an act. No category is defined by
exclusion, and no carve-outs or tie-break clauses are present, because the category
definitions do not overlap.

Aid4Mail was configured with the reply set Clean, Collusion, Corruption, Discrimination,
Financial, Obstruction, and INCONCLUSIVE.

4.5 Multilingual corpus construction

4.5.1 Languages

Eight in total: English (source), plus Korean, Japanese, French, German, Italian, Spanish,
and Portuguese. 200 emails per language, 1,600 in total. Language codes in the result data
are EN, KO, JA, FR, DE, IT, ES, and PT.

Regional variants are fixed and stated: Peninsular Spanish and European Portuguese.
Variant selection is not cosmetic. Propina denotes a bribe in Brazilian Portuguese and a
tuition fee in European Portuguese, so a single term can move an email between categories
depending on variant. The variant is held constant across all 200 emails in each corpus.

4.5.2 Translation models
Table 13. Translation models

Languages Translator

Korean, Japanese Claude Opus 5

French, German, Italian, Spanish, Portuguese GPT-6 Astra

Translators were selected on the strength of published benchmark comparisons for the
languages concerned and, for Korean and Japanese, Fookes Software’s own testing.
Translation ran in agentic coding environments with one agent per source file per language:
12 agents for the Korean and Japanese pair, 30 for the European set. Each agent parsed its
source file into discrete email blocks and translated one email at a time in file order. Bulk
translation was prohibited, as it is the principal cause of silently dropped or merged
messages.

Neither translator is a member of the classification ensemble under test, which removes any
self-preference effect between translator and classifier.
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4.5.3 Translation fidelity rules

The governing rule was fidelity to difficulty rather than fidelity to fluency. Translators were
instructed not to resolve ambiguous referents, not to introduce any term naming the conduct,
not to make implied pressure explicit, not to improve awkward phrasing, and not to add,
remove, or reorder content. Where the English was genuinely ambiguous between two
readings, the more ambiguous rendering was required.

Only the subject: header value and the message body were translated. All other headers,
including display names and Message-IDs, were preserved byte for byte. Personal and
company names, email addresses, domains, file paths, alphanumeric references, figures,
currencies, and units were left unlocalized inside bodies, since converting a currency or a
unit would alter the facts of the message.

Two language-family-specific risks were addressed explicitly:

+ Korean and Japanese force an explicit decision about the relative status of sender
and recipient. Several emails carry an implied power differential that contributes to
their recognizability. Translators were instructed to select honorific register from the
surface features of the English (salutation, sign-off, directness) rather than from
message content, and to default to neutral polite forms where the English gives no
status signal.

* The five European languages carry the same risk in the familiar/formal address
distinction, plus a cognate formalization risk: English business vagueness often has a
Romance or Germanic cognate that reads considerably more definite. German
compounding is the sharpest case, since a single ordinary-looking noun can name a
concept the English deliberately left unnamed.

Per-language lists of prohibited self-labeling terms were applied, mirroring the English ban
list.

4.5.4 Verification
All corpora were verified by automated script, not by reading.

Structural checks confirm email counts, one-for-one Message-ID correspondence with the
source in the same order, byte-identical preservation of every header except Subject:,
absence of RFC 2047 encoded-word sequences in subjects, correct blank-line separation,
UTF-8 without a byte-order mark, and LF line endings throughout.

Content checks confirm that all email addresses, domains, and numeric values present in
the source body appear in the translation, that body length ratios fall within defined bounds
(catching padding and compression), and that no prohibited self-labeling term appears in
any positive file.

For the five European corpora, automated language identification was applied to every body,
since all six languages involved use Latin script and an untranslated or partially translated
message is not detectable by character-range inspection. Bodies with high character-level
similarity to the English source were flagged as untranslated.

No native-speaker review was performed on any translation. See section 4.10.
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4.6 Execution

4.6.1 Model ensemble

Twenty-three models were run: 13 offline and 10 cloud. Names are Aid4Mail’'s model
designations and are also the model names in the result data. The reasoning-effort column

is the setting passed to models that expose one (section 2.2).

Table 14. Test-2 model ensemble

Deployment

Model

Claude Sonnet 5 Cloud
Gemini 3.1 Flash-Lite (Agent Platform) Cloud
Gemini 3.5 Flash-Lite (Agent Platform) Cloud
Gemini 3.7 Flash (Agent Platform) Cloud
Gemini 3.8 Flash (Agent Platform) Cloud
Gemma 3 27B (Ollama) Offline
Gemma 4 26B (Ollama) Offline
Gemma 4 31B (Ollama) Offline
Granite 4.1 30B (Ollama) Offline
Grok 4.2 Non-Reasoning Cloud
Grok 4.6 Cloud
Llama 3.3 70B (Ollama) Offline
Magistral 24B (Ollama) Offline
Ministral 3 14B (Ollama) Offline
Mistral Small 3.2 24B (Ollama) Offline
Mistral Small 4 Cloud
Nemotron 3 33B (Ollama) Offline
Nemotron 3.5 30B (Ollama) Offline
OpenAl GPT-5.6 Luna Cloud
OpenAl GPT-5.6 Terra Cloud
Qwen 3.6 27B Dense (Ollama) Offline
Qwen 3.6 35B MoE (Ollama) Offline
Qwen 3.8 27B (Ollama) Offline

Reasoning effort
low
minimal
minimal
low

low
default
default
default
default
non-reasoning
low
default
default
default
default
none
default
default
low

low
default
default

default

Model identifiers for the retained models are recorded in section 2.5.4; they were not
recorded for the other eight models in the ensemble.
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4.6.2 Environment and inference parameters

All runs used Aid4Mail 6.5 Pre-release on the workstation described in section 2.1. Offline
models were served by Ollama on the same machine with a 32,768-token context length, at
the Q4_K_M quantization used throughout the benchmark program. Cloud models were
reached through their provider APIs, the Gemini models through the Gemini Enterprise
Agent Platform.

Each model ran as a separate Aid4Mail session driven by its own configuration file, launched
sequentially by script. Every session used the same configuration: the EML corpus as
source, the classification prompt of section 4.4 with the reply set Clean, Collusion,
Corruption, Discrimination, Financial, Obstruction, and INCONCLUSIVE, no attachment text,
and Aid4Mail’s temperature setting of O for every model that supports the parameter. The
email identifier carried into the results is Aid4Mail’s hash of the Message-ID, which is why it
is identical across the eight language versions of an email.

4.6.3 Run dates and duration

Sessions ran between 12 and 15 September 2026. Total wall-clock time across the 23
sessions was about 33 hours, most of it in the larger offline models. Per-model duration,
throughput, token counts, and cost are recorded in the run measurements and carried into
the score tables (section 2.4).

4.6.4 Keyword baseline

No keyword comparison was run on the eight corpora, and none is planned. The choice of
keywords is subjective, so the result would measure the chosen list rather than keyword
search as a method and could not serve as proof. The keyword resistance of the corpus is
established by construction (section 4.3.2), and the published keyword-search ranges
collated in the reference review remain the reference (section 3.8).

4.7 Scoring

Scoring follows an exact-match model implemented in two scoring scripts, one producing the
summary score table and one the detailed score table (section 4.8). Each email is scored on
whether it received exactly the right one of the six categories. The binary metrics used in
Test-1 (precision, recall, F1, and Automation Yield) are not applied here: they answer the
question of whether responsive email was found, and Test-2 asks whether it was labeled
correctly.

4.7.1 Outcomes

Every classification result falls into exactly one of five outcomes. The actual category is
taken from the corpus label carried in the result ID, never from the model’s reply.

Table 15. Test-2 outcomes

Outcome Definition

Correct The predicted category equals the actual category.

Missed The actual category is one of the five conduct categories and the prediction is Clean.
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Outcome Definition

Misclassified Any other valid but wrong category: a Clean email assigned to a conduct category,
or a conduct email assigned to the wrong conduct category.

Inconclusive  The model replied INCONCLUSIVE.

Errors The model returned no usable reply (recorded as NO_RESULT).

The five counters are mutually exclusive and exhaustive, so in every scope:
Total = Correct + Misclassified + Missed + Inconclusive + Errors

Missed is kept apart from Misclassified because a conduct email cleared as Clean is the
failure that matters most in a review workflow, and because the two failure modes separate
models sharply: a model can miss hundreds of conduct emails while confusing almost none
between categories, or the reverse. Folding the two together would hide that difference.

4.7.2 Metrics
Decision Rate = (Correct + Misclassified + Missed) / Total
Accuracy = Correct / Total

Accuracy is the headline figure: the share of emails in scope that received exactly the right
label. Inconclusive and errored results count as failures. This is deliberate. Test-2 measures
discrimination capacity across the taxonomy, and an email the model declined to classify
was not discriminated. It differs from Test-1, where INCONCLUSIVE and error outcomes are
excluded from precision, recall, and F1 and tracked through Decision Rate and Automation
Yield instead (section 5.2).

Decision Rate separates caution from error. Accuracy equals Decision Rate multiplied by
accuracy on decided emails, so two models with the same Accuracy can be told apart: one
abstains on hard emails and leaves them for review, the other commits to wrong answers.

Weighting. Accuracy is micro-accuracy: correct answers over all emails in scope. An
unweighted mean of per-category scores is not reported. Because the Clean segment (50
per language) is larger than each conduct category (30), Clean carries 25% of the weight in
a language score and each conduct category 15%, so a model that over-flags Clean email
can lose at most 25 points while one that clears conduct email can lose 75. This weighting
follows from the corpus composition in section 4.2.2 and is accepted rather than corrected.
Macro-F1, per-class precision, and per-model confusion matrices are not reported.

Resolution. Metrics are stored as decimals from 0 to 1 with up to six decimal places in the
result data and presented as percentages in the report. One email moves a 200-email
language score by 0.5 points and a 30-email category score by 3.3 points.

4.7.3 Scopes
Scores are reported per model for each of the eight languages and for three groups:

European
Asian
ALL

EN + FR + DE + IT + ES + PT (1,200 emails)
KO + JA (400 emails)
all eight languages (1,600 emails)

Per-category scores, for the five conduct categories and for Clean, are reported for English
only. English is the source of every translation, so category strengths and weaknesses are

Page 28 of 37 + www.aid4mail.com




Aid4Mail Methodology | © 2026 Fookes Holding Ltd

read on the original text, and the other languages are read as whole-corpus scores against
the English baseline. In a conduct-category row, Missed counts that category’s emails
cleared as Clean and Misclassified counts those assigned to another conduct category. In
the Clean row, Misclassified counts the false alarms and Missed is zero by definition. The
per-email classification record retains the results for every language, so category
breakdowns for other languages could be computed if a result needs to be traced, but they
are not part of the published scoring.

Cross-language comparison is paired. The same 200 emails appear in every language, so a
model’'s score in one language against another is a comparison on identical content. The
result data identify each email by Aid4Mail's 32-character hash of its Message-ID, which is
identical across all eight language versions of an email, so the join described in section 4.3.3
carries through to the scores.

4.8 Result data and validation

Both scoring scripts read the per-email classification record (model, reply, and ID), where
each ID has the form {actual category} {email identifier} {language}, and produce the
score tables described in Table 16. Field definitions are given in Appendix A.

Table 16. Test-2 score tables

Score table Content

Summary Eleven rows per model, one per scope (EN, FR, DE, IT, ES, PT, European, KO, JA,
score table Asian, ALL), with the five counters, Decision Rate, and Accuracy, joined to the run
measurements: effort, deployment, duration, throughput, token counts, and cost.

Detailed The six English category rows followed by the same eleven scope rows, with
score table counters and metrics only.

The formatted Test-2 result table prepared for the benchmark report is a copy of the
summary score table restricted to the fifteen retained models, with all eleven scope rows per
model in the order EN, FR, DE, IT, ES, PT, European, KO, JA, Asian, ALL, models ordered
by ALL-scope Accuracy, metrics as percentages, cost in dollars, and an added Notes
column carrying the hardware-tier notes of section 2.6 on the ALL rows.

Validation specific to Test-2. In addition to the shared conventions of section 2.3:

» Category, language, and classification values must match exactly and case-
sensitively; clean is an invalid value, not a variant of Clean. Any reply other than the
six categories, INCONCLUSIVE, and NO_RESULT is rejected rather than counted
as an error.

* Every ID must have exactly three non-empty components.

* The detailed script requires the complete corpus for every model: 1,600 results, 200
per language, 50 Clean and 30 per conduct category. The summary script accepts
partial corpora, but warns when models were not scored on the same set of emails.

« Before writing, both scripts confirm that every row’s five counters sum to its Total,
that the eight language rows sum to the ALL row, that European plus Asian equals
ALL, and, in the detailed table, that the six category rows of each language sum to
that language’s row.
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4.9 Interpretation
Test-2 results are read in three steps:

1. English as control. The EN score is the baseline on the original text. A model that
fails on English is failing the classification task, not the language task, and its per-
category English rows show where.

2. Language parity against English. Each other language’s score is compared with
the same model’s EN score on the same 200 emails. A gap below English indicates
comprehension loss under translation; a score materially above English is a warning
sign that translation clarified the oblique signal, and triggers the contingent controls of
section 4.11.

3. Failure mode. Missed, Misclassified, and Inconclusive are read separately. Missed
(conduct cleared as Clean) is the failure that matters most in a review workflow;
Misclassified within the conduct categories matters for issue tagging but not for
responsiveness; Inconclusive shows deferral rather than error.

Because the same emails are used in every language and every model, differences between
models within a language and between languages within a model are paired comparisons on
identical content. Absolute figures should not be read as field performance (section 4.10),
and no keyword or TAR range applies to a multi-category task.

4.10 Known limitations

Synthetic corpus. LLM-generated positives tend to be more legible than real
correspondence, so absolute figures should be expected to overstate field performance. The
benchmark’s value lies in relative comparison between models and between languages, not
in its absolute numbers.

No native-speaker review of translations. Verification was automated and confirms
structural integrity, language identity, and the absence of self-labeling terms. It does not
confirm that fidelity to obliqueness was maintained in every message.

Translator confounded with language family. Korean and Japanese were translated by
one model and the five European languages by another. If the Korean and Japanese
corpora score lower, the language effect and the translator effect cannot be fully separated
from these results alone. Section 4.11 describes the contingent control.

European Portuguese variant availability. European Portuguese is substantially less
represented in training data than Brazilian Portuguese. A below-average Portuguese result
should not be read as a pure comprehension finding without further investigation. Peninsular
Spanish carries the same risk in principle, to a much smaller degree.

Single-label classification. Real correspondence frequently evidences more than one
category. The corpus deliberately excludes dual-signal emails to keep the ground truth
clean, so the test does not measure performance on multi-label content.

Unrealistic prevalence. 75% of the corpus is responsive. Production review sets are far
sparser, and precision at low prevalence is not measured here.
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Model identifiers are not pinned snapshots. The cloud identifiers in section 2.5.4 are
names under which a provider can serve updated weights, so the run dates of 12 to 15
September 2026 are the version proxy for the cloud results. Identifiers were not recorded for
the eight models outside the retained set.

4.11 Contingent controls

The following controls are not part of the published run and had not been executed at the
time of publication. They will be executed if the results indicate that translation may be
distorting the measurement.

Trigger conditions. Any of: a language corpus scoring materially above the English
baseline, which would suggest translation clarified the oblique signal; a systematic gap
between the two translator groups that is not explained by language difficulty; or an
unexpected result on a single language that cannot be traced to specific emails through the
Message-ID join.

Control 1: dual-translator set. One language, most usefully one of the five European
languages, is translated a second time by a different model and run through the full
ensemble. Agreement between the two versions within a small margin bounds the translator
effect for the whole study. Divergence quantifies it.

Control 2: back-translation. A sample of positives per language is translated back to
English by a model outside the ensemble, and the English classification is run over the back-
translated sample. Scoring materially above the original English baseline on the same
messages indicates that translation sharpened the signal. Parity is reassuring rather than
conclusive, since a round trip can also re-obscure text.

Results of any control that is executed will be published alongside the primary results,
including in the case where a control reveals a confound.

5. Interpreting results across the suite

5.1 What each test can and cannot support
Table 17. Claims each test can support

Claim Test-1 Test-2
A model finds responsive email at a Yes, with the caveats of ~ No: prevalence is 75% and
stated precision and recall in a section 3.8 the task is multi-category

realistic-prevalence corpus

A model’s figures can be placed Yes, as reference ranges No
against published keyword-search and  with scope stated

TAR ranges

A model distinguishes between No: single topic Yes
misconduct categories described

obliquely
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Claim

A model’s accuracy holds across

languages

A model abstains rather than errs on

hard content

A model reduces reviewer workload

Throughput and cost per email

Absolute field performance

Test-1

scored

Rate

hardware

No: language is not

Yes: Inconclusive versus
FP and FN, Decision

Yes: Automation Yield

Yes, on this corpus and

No: synthetic positives,

Test-2

Yes, as paired comparisons
on identical content

Yes: Inconclusive versus
Misclassified and Missed,
Decision Rate

Indirectly: Accuracy and
Decision Rate; no yield metric
defined

Yes, on this corpus and
hardware

No: fully synthetic corpus

source-assigned ground

truth

5.2 Terminology that differs between the tests

The two tests share the Inconclusive, Errors, Total, and Decision Rate concepts but treat
abstention differently, and the two conventions must not be mixed.

Table 18. Terminology that differs between the tests

Term

Decision Rate

INCONCLUSIVE in
the headline metric

Errors in the
headline metric

“Missed”

False positive

Headline accuracy
figure

Test-1

(TP + TN + FP + FN) / Total

Excluded from Precision, Recall,
and F1 (a responsive email

routed to INCONCLUSIVE is not

a miss); counted against
Automation Yield

Excluded from Precision, Recall,
and F1; counted against
Automation Yield

Not used; FN is a responsive

email replied Unresponsive

FP: an Unresponsive email
replied Responsive

F1 (with Precision and Recall)
and Automation Yield

Test-2

(Correct + Misclassified + Missed) /
Total. Same concept: the share of
emails with a committed category.

Counted as a failure in Accuracy

Counted as a failure in Accuracy

A conduct email replied Clean. The
closest analog to FN, but Test-2 has no
recall metric

Not a separate counter; a Clean email
assigned to a conduct category is
Misclassified (visible in the English
Clean row of the detailed score table)

Accuracy (micro-accuracy over all
emails in scope)
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Term

Test-1 Test-2

Automation Yield (TP + TN) / Total Not defined. The nearest equivalent is

Accuracy, since both count Inconclusive
and Errors against the model, but
Accuracy also counts wrong committed
labels while Automation Yield excludes
only FP and FN

Consequently a Test-1 F1 and a Test-2 Accuracy are not comparable figures, even for the
same model, and a Test-1 Decision Rate and a Test-2 Decision Rate are comparable in
meaning but not in the difficulty of the underlying decision.

5.3 Rules for fair comparison between models

Same emails, same prompt, same reply set. Within a test, every scored model
saw the identical corpus and prompt. The scoring scripts warn when models were not
scored on the same email IDs; none of the current results carry that warning.

Compare like scopes. In Test-2, compare EN with EN and ALL with ALL. Regional
groups (European, Asian) have different sizes and different translators.

Read Effort with the score. Reasoning-effort settings differ between models and
were chosen per model, not standardized. A model run at low or minimal effort may
score differently at a higher setting; Effort is part of the model’s identity in these
results.

Serving path is part of the result. Cloud models are identified with their serving
path where it differs from the provider’s own API, and the Test-1 run measurements
show that the same model reached two ways can differ in throughput and cost.
Offline results are for Q4_K_M quantization at a 32K context on the reference GPU.

Resolution. One email moves Test-1 recall by 0.83 points, Test-1 precision by up to
about one point, a Test-2 language score by 0.5 points, and a Test-2 English
category score by 3.3 points. Differences at or below these resolutions are not
meaningful rankings.

Throughput and cost are run-specific. Cloud throughput depends on the provider’s
region, quotas, and load at run time; offline throughput depends on the reference
hardware. Cost is derived from the list prices in the model reference table at the time
they were recorded.

Retained set. The report ranks the fifteen retained models (section 2.5.3). Scores for
other models remain in the score tables and may be cited with the reason they were
not retained.

5.4 Evaluation dimensions recorded by the benchmark

The benchmark records, for every model, the dimensions in Table 19. They are the basis on
which the report groups and ranks models.
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Table 19. Evaluation dimensions recorded by the benchmark

Dimension Where recorded

Classification accuracy (Test-1 Precision, Recall, F1;  Score tables of each test
Test-2 Accuracy)

Abstention and failure behavior (Inconclusive, Errors,  Score tables of each test
Decision Rate)

Reviewer workload removed (Automation Yield) Test-1 score table
Language coverage (eight languages, paired) Test-2 score tables

Throughput (Emails/s, Emails/Weekend) and duration = Run measurements, carried into the score

tables

Cost per run and token consumption Run measurements and model reference
table

Deployment type (Cloud or Offline) and serving path Model designation and model reference
table

Offline hardware tier (minimum VRAM) Section 2.6; Notes column of the formatted

result tables

Considerations that bear on choosing a model but are not measured by the benchmark
include data residency and sovereignty, air-gapped operation, provider service life and
model retirement, enterprise setup complexity, rate limits and quotas, and regional endpoint
availability. The benchmark report addresses these in its guidance on choosing a
deployment path, alongside the measured results.

Appendix A. Result data reference

A.1 Run measurements (both tests)

The run-measurement fields are defined in Table 2: Model, Effort, Deployment, Total, Errors,
Warnings, Input, Output, Duration, Bytes/s, Emails/s, Emails/Weekend, and Cost. The Test-
1 run measurements hold one row per session, including the six sessions without per-email
classifications (section 2.5.2).

A.2 Test-1 score table
Table A1. Test-1 score table fields

Field Definition

Model, Effort, Deployment As in the run measurements (section 2.4).
Total Emails scored for the model (2,000 for every current
model).
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Field Definition

TP, TN, FP, FN True positives, true negatives, false positives, and
false negatives (section 3.5).

Inconclusive Replies of INCONCLUSIVE.

Errors Replies of NO_RESULT.

Decision Rate (TP + TN + FP + FN) / Total.

Precision TP /(TP + FP).

Recall TP /(TP + FN).

F1 Harmonic mean of Precision and Recall.

AY Automation Yield, (TP + TN) / Total (section 3.6).
Duration, Bytes/s, Emails/s, Copied from the run measurements.

Emails/Weekend, Input, Output, Cost

A.3 Test-2 score tables
Table A2. Test-2 summary and detailed score table fields

Field Definition

Model, Effort, Deployment As in the run measurements (summary score table only).

Language Scope: EN, FR, DE, IT, ES, PT, European, KO, JA, Asian, or
ALL (section 4.7.3).

Category Detailed score table only: Clean, Collusion, Corruption,
Discrimination, Financial, or Obstruction for the six English
category rows; ALL for scope rows.

Total Emails in the scope (200 per language, 1,200 European, 400
Asian, 1,600 ALL; 50 or 30 for English category rows).

Correct, Misclassified, Missed As defined in section 4.7.1.

Inconclusive Replies of INCONCLUSIVE.

Errors Replies of NO_RESULT.

Decision Rate (Correct + Misclassified + Missed) / Total.

Accuracy Correct / Total.

Duration, Bytes/s, Emails/s, Summary score table only; copied from the run measurements

Emails/Weekend, Input, Output, and identical on every row of a model, since they describe the

Cost whole session.

A.4 Formatted result tables

The formatted Test-1 and Test-2 result tables prepared for the benchmark report have the
same fields as the corresponding score tables, with metrics formatted as percentages to two
decimals, Cost formatted in dollars to two decimals, rows ordered for presentation rather
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than by model name, and an added Notes field holding the hardware-tier notes of section
2.6 for offline models. Both are restricted to the fifteen retained models (sections 3.7 and
4.8).

A.5 Per-email classification record (both tests)

Aid4Mail’s per-email output holds three fields: Model, Classification (the reply or
NO_RESULT), and ID. Test-1 IDs have the form Insider-Threat_{hash} or Podesta_{hash}.
Test-2 IDs have the form
{Clean|Collusion|Corruption|Discrimination|Financial|Obstruction} {hash}_ {EN|FR|DE
|IT|ES|PT|KO|JA}. The hash is Aid4Mail’'s 32-character hexadecimal hash of the Message-
ID. This record is the source for any analysis not in the published scoring, such as Test-1
abstentions by ground truth or Test-2 category breakdowns in a non-English language.

A.6 Model reference table

Fields: Model, Reasoning Effort, Deployment, Input Cost (per million tokens), and Output
Cost (per million tokens). Prices are US dollars per million tokens and are undated (section
2.4); offline models are 0. The table contains every model designation used in the run
measurements, including designations from earlier runs.

Appendix B. Offline deployment reference: context length
by VRAM

This guidance derives from the benchmark program’s experience with Ollama and applies
equally to LM Studio. It is deployment advice, not test configuration; the benchmark runs
used a 32K context on a 32 GB GPU (section 2.1).

Context length determines how much text the model can process in a single request and
directly affects GPU memory usage. Setting it too high can push the model out of VRAM and
cause severe slowdowns; setting it too low risks truncating emails.

Table B1. Recommended context length by installed VRAM at Q4_K_M quantization

Installed 14B models 20B-27B models 35B MoE models 70B models (up

VRAM  (up to 256K*) (up to 256K*) (up to 256K*) to 128K)
16 GB 32K Not recommended Not recommended  Not recommended
24 GB 64K 32K Not recommended Not recommended
32 GB 128K 64K 32K  Not recommended
40 GB 256K* 64K 64K  Not recommended
48 GB 256K* 128K 64K  Not recommended
80 GB 256K* 256K* 128K 64K
96 GB 256K* 256K* 256K* 128K
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Notes:

The 256K* values apply only to models with native 256K context-window support:
Gemma 4 26B, Gemma 4 31B, Ministral 3 14B, and Qwen 3.8 27B. Other models are
capped at their native limit (for example, Mistral Small 3.2 24B and Llama 3.3 70B at
128K).

Setting a high context length reserves KV cache memory upfront, even for short
prompts. Oversized context lengths therefore waste VRAM without benefit on shorter
emails.

Performance drops sharply at very high context sizes because of KV cache growth.

For batch-style email classification workloads in Aid4Mail, 32K—-64K is typically the
best balance of speed and VRAM efficiency, unless your emails regularly include
large attachments that require a larger context window.

If you experience unexpectedly slow processing, try reducing the context length. This
is often the single most effective tuning adjustment.

“Not recommended” indicates that the model cannot be kept fully GPU-resident at
any viable context length on that VRAM tier, meaning that inference will partially
offload to the CPU and throughput will be severely degraded. The model may still
run, but not at production-viable speeds.
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